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How GPUs Must Adapt in 
the Age of Machine 
Learning and AI
SIGGRAPH 2025

2025

Sam Martin

Hi, I’m Sam Martin. I started out as a game developer, moved into game technology and for the last decade 
I’ve been part of Arm’s Central Technology team working on technology for our GPU roadmap.

About 5 years ago we began a major project to bring AI and our GPU together. That’s the motivation behind 
this talk. 

We think things need to change to keep pace with the opportunities AI is bringing. So this talk is about our 
vision for this. 
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Neural Graphics at SIGGRAPH in Keywords

2018

2022

Every now and again there are moments where some new technology up-ends everything we are used to, 
bringing disruption and opportunity.

For years at this conference we’ve seen the previous hand-crafted over decades state of the art be 
superseded by ML alternatives, often quite simple ones built around a U-net and letting the data do the heavy 
lifting.

With this scale of change, it’s reasonable to wonder how the GPU HW and SW we know and love today should 
adapt to support these new opportunities.
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Disruption of Real Time Graphics – The Conservative View

• Neural Super Sampling and 

related neural graphics 

techniques will transform 

graphics efficiency

• ML processing of “full scale” 

images will become a major 

feature of most, if not all, 

image processing 

applications

A lot of the discussion around ML is on the impact of it in non-realtime settings. But what about ML in real 
time graphics – aka “neural graphics”? 

Lets look at this by bounding the future between a conservative and bold view.

We can be certain about the conservative lower bound. We can see this happening today in technologies like 
NVIDIA’s DLSS. This alone is transformative for real time graphics and GPUs as we know them and demands 
changes.
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Disruption of Real Time Graphics – The Bold View

• Significant aspects of 

rendering will be entirely 

displaced by ML 

alternatives (e.g. 

triangles?)

• ML processing will be 

the technology that 

enables entirely novel 

applications

I3D 2023 keynote talk by Marco Salvi

But the bold vision is alive and well at places like SIGGRAPH which is comfortable looking further out.

Here we can think about what else we are likely to see change. Will whole parts of the graphics pipeline see 
change or displacement due to ML, as Marco Salvi suggested a few years ago?

In graphics more generally, it’s perhaps not so bold to suggest that ML will be the technology underpinning 
future applications
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The Unknown Opportunity of an Open Ecosystem

>1B phones / year

25  GPUS
I N T R O D U C E D  I N T O  

A N D R O I D  I N  T H E  L A S T  

T E N  Y E A R S

O V E R

But what will we see happen, when the ability to 
deploy ML technology is commonplace?

What we can’t see today is what all the developers 
and artists of the world will do once they have the 
ability to develop and deploy their own neural 
graphics techniques into games and applications. 

For that we need to shake up the current GPU 
ecosystem. We are going to need new HW, new 
APIs, new tooling and develop the industry 
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expertise needed for neural graphics. 

I believe this is where a lot of opportunity lies – in 
the untapped potential of an open ecosystem for 
neural graphics.

The last 10 years saw over 25 GPUs go into Android 
alone. With well over a billion phones made a year, 
there is both opportunity but all potential for 
fragmentation. 

So when we think about what we need, we need to 
consider how we avoid fragmentation.
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• Hardware

• APIs

• Tools

• Shared expertise

To create an open platform for neural 

graphics

Neural Graphics for a Mobile Budget that Scales Up
Neural Technology Integrated into Arm GPUs from 2026

… on both a ~1W mobile GPU and upEnabling the GPU vision…

So that brings me to the topic of my talk today: 

We need HW, APIs, tools, and expertise that work both on a ~1W mobile GPU and everything beyond.

Neural Graphics in 1W and beyond

And this must create an open platform for neural graphics development and deployment, free of walls and 
fragementation.
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Why Neural Upsampling Is So Good

• Think: Neural-powered temporal anti-aliasing 

and upscaling (Neural TAAU)

• ML Network → Distillation of heuristics

• Enabling high quality upscaling with high 

ratios – 2x2 upscaling as viable default

• But achieving a minimum viable network size 

and latency is critical – we need hardware

~50% uplift

To start this, we are going to have a closer look at Neural Super Sampling. 

This is backbone of the definitely-happening end of our vision. It works, but why is it so good?

There are many ways you can try to upscale an image, but the state of the art for real time rendering is 
through sample reconstruction.

We don’t try to “imagine” what the higher resolution image might look like. We reconstruct it from all the 
sample data we can see, both spatially and temporally.

It’s from the same family as TAAU, but if you’ve ever implemented a TAA algorithm you’ll know that you have 
to tweak all the heuristics to avoid artefacts.

ML networks are ideal for distilling all those heuristics. With neural upscaling, we get far better AA and 
upscaling results. 

It also allows us to do much higher upscaling ratios than you can reasonably do with non-neural techniques, 
such as 2x2 upscaling. 

In practice, this gives you high quality results along side a roughly 2x speed up in practice. This is why it’s so 
transformational.
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It doesn’t happen without changes though. You need a large enough network, and need to be able to 
compute it quickly enough to get the benefits.

8



9

So, What Do I Need for Neural Super Sampling (NSS) ?

Replace with Liam’s 
2025 update

2024 2025

If we are going to answer this, we are going to need a network. Existing solutions (e.g. DLSS) are not publicly 
available to study, so we are going to need to make one ourselves.

Last year, my collegue Liam O’Neil spoke here about our work on developing a Mobile Neural Super Sampling 
algorithm.

We are now making this network publicly available on huggingface, complete with training tools and full 
source, and are committing to a roadmap of tooling, including data capture tools, to enable others to build on 
our work.

We want to see people build on our work to advance the state of the art. 

To accompany this, we are publishing a revised version of his talk with greater details of the algorithm and 
training process.
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NSS - Enchanted Castle Demo

Here’s a demo of it running. This is an Arm demo designed intended to include a bunch of fiddly details, 
dynamic illumination and so on. 

The left side is the demo running at 1080p with anti-aliasing.

The right hand side is the same demo but rendered at 540p – ¼ of the pixels – and then upscaled back to 
1080p before post processing effects.

There will always be minor differences within any upscaler like this but they are almost imperceivable

This matters because the right hand side is roughly 50% faster. That’s the kind of speed up that no other HW 
feature today can bring.
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NSS Compared

Enchanted Castle Ground Truth ASR DLSS2 NSS 

Upscaled from ¼ of the pixels

Neural techniques

What you’re seeing here is a zoom-in of two particularly challenging regions of the 
image. Ground Truth here is what would be rendered at full resolution.  For the rest, 
we’re performing a 2x2 upscale, which means that we are only rendering a quarter of 
the pixels.

There will always be a gap to ground truth, but we use DLSS2 as an industry proven 
reference for “good enough”. 

As you can see, NSS is competitive with DLSS2 in terms of quality, but affordable in 
less than a Watt. 

You can also note that both neural techniques have a significant advantage over the 
non-neural ASR. 

ASR is Arm Super Resolution, which is a state of the art non-neural upscaler building 
on AMD’s excellent FSR2. 

It shows quite clearly what neural techniques bring to this.
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NSS Key Facts!

• Network needs to be at least 10 GOPs / inference

• Any viable solution will need run in <4ms for a 60Hz application – maximum!

• NSS is equal parts compute/ML, so looking for 10 GOPs in <1/2 the 4ms max

• Sustainable GPU power is around 1W in a mobile phone

→ 10 GOPs in 1-2ms sustainably →   10 TOPs/W @ 1W, high utilisation

This requires an NPU-class accelerator 
for mobile

Now we know it’s possible, here’s the key figures that come out of that work. Please see those talks for 
details.

Our work showed that to get good results you need a network with at least 10 GOPs/inference (quantized 
int8). With ML, bigger is better, so this is the baseline.

We can also observe that if we are looking to see more than a 25% FPS uplift in a 60Hz app, then we cannot 
take longer than 4ms. 

Why 4ms? Because if you get a 2x speed up on a 14ms frame with a 4ms solution you are ~25% up (11 
vs 14 ms). Anything slower than that and it’s probably not worth it

Our network is also roughly half-and-half compute shaders and ML network, so we get a target of 10 GOPs in 
1-2ms

To do this in a sustainable 1W mobile budget, you therefore need good utilization on a 10 TOPs/W 
accelerator. 
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Neural Accelerators Coming to Arm GPUs in 2026

• NPU-class HW embedded in the 

GPU

• High efficiency, high throughput

• Same memory and work 

scheduling control systems as 

the rest of the shader core

• Not a simple matmul accelerator 

– operates on whole-tensor ISA GPU Shader Core

Execution 

Engine

Neural 

Accelerator

TEX

RTU

PPP

LSC

CSF TILER L2

This is Arm’s answer to the HW challenge. Not an NPU but NPU-class HW embedded within the GPU.

They deliver NPU class performance but operate as part of the GPU

They access the same data as shaders through the same cache hierarchy

They are dispatched and synchronized the same way as compute dispatches. 

Replacing a compute shader with a neural accelerator dispatch is straightforward by design.

You might wonder why we don’t just extend the execution engine. The issue is this does not deliver the 
performance or power needed in mobile.

NPUs class HW can do things the execution engine can’t. They are bulk accelerators and see benefits that 
can’t be realized at the more fine-grained level the execution engine must work at.
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New ML Acceleration in Vulkan

• Today's ML extensions help expose opportunities 

around the Execution Engine
• E.g. coop_matrix, coop_vector

• Shader-based extensions

• We need a whole-tensor ISA for ML
• Think: SPIR-V but for ML

• Necessary to unify all existing HW

• Supportable cross-vendor

• → Dispatch-level acceleration

Tensor Operator Set 

Architecture (TOSA)

→ SPIR-V TOSA

Data graph pipelines

→ Equivalent to compute pipelines

Tensors

→First class data type

→Can alias to buffers, images

We need an API to match. Our goal is to create an open, cross vendor platform for neural graphics. 

Proposals in Khronos for a good while, going through standardization process but can’t comment

We need a whole-tensor ISA – think SPIR-V for ML

Compile-dispatch framework matches compute – data graph pipelines

Lots more to come from Arm on explaining and showing how this works.

VK_ARM_tensors: https://github.com/KhronosGroup/Vulkan-
Docs/blob/5d386163f25cca10d2af7be2bbea07d1e6fb52ba/chapters/VK_ARM_tensors/tensorops.adoc

VK_data_graphs: https://github.com/KhronosGroup/Vulkan-
Docs/blob/5d386163f25cca10d2af7be2bbea07d1e6fb52ba/chapters/VK_ARM_data_graph/graphs.adoc

TOSA: https://www.mlplatform.org/tosa/tosa_spec.html
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Tools

Sample code

Hardware emulation

Enabling early innovators with the Neural Graphics Development Kit

Early Access Program – get in touch!

N E U R A L  G R A P H I C S  D E V E L O P M E N T  K I T  

Documentation

Game engine plugins

NSS model

There is also lots coming today in the form of tools, plugins, sample code and NSS 
support. 

HW to run NSS is some time away – we are not announcing products with this 
technology today. But you can run it today on a desktop platform via the bit-accurate 
emulation layer we are providing.

This enables development of networks for the API and accurate visualisation of the 
results on desktop today.

The easiest thing to get started with is the Unreal plugin for NSS, which is 
straightforward to install.

If you want to check out the NSS model itself, you can find it on Hugging Face, along 
with a copy of Liams’ updated talk.

This is the largest ecosystem campaign Arm have ever run. 

If you are interested in being an early adopter or innovator in mobile neural graphics, 
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get in touch. We have an early access program we may be able to add you to.

(Contact peter.hodges@arm.com or sam.martin@arm.com)
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Neural Frame Rate Upscaling (NFRU) Neural Super Sampling and Denoising (NSSD)

NSS is Just the Beginning 

NSS is where we are starting, but it is just the beginning. We have other networks 
internally, notably NFRU and NSSD.

We will be publishing these in time.

Neural Frame Rate Upscaling directly improves frame rate by taking a pair of 
consecutive frames and generating an intermediate frame. It will allow content 
running at 30fps to be cheaply upscaled to 60fps.

Combined with NSS, the combination will result in 7/8ths of the pixels being 
generated.

Neural Super Sampling and Denoising (NSSD) is an extension to NSS for ray traced 
content. With mobile ray tracing hardware capable of running 1-2 rays per pixel of 
path traced-style lighting, denoising is the next big challenge and neural graphics 
techniques are game changing.

What you see here is a split screen with the low-resolution noisy ray-traced image on 
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the left, and the high-resolution denoised image on the right.
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Adapting GPUs to the Age of AI - Enabling Neural Graphics at Scale

SIGGRAPH, East Building, Room 10

• NPU-class HW as a 

fundamental building block of 

the GPU in mobile

• ML dispatch matching compute 

shader model

• Equip and empower developers

• Neural Accelerators

• ML extensions for Vulkan

• Neural Graphics Networks

• Tools!

developer.arm.com/neural-graphics

So this is our vision for how GPUs should adapt in the age of AI. 

We want to equip and empower developers to realise the opportunities this brings

We will deliver the HW and are championing support for a cross-vendor API that will work on mobile and 
scale up.

We are already working behind the scenes with a bunch of amazing companies, and will have a lot more to 
show in the future.

If you are interested in getting involved, come and talk to us!
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Thank You

Thanks!
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The Arm trademarks featured in this presentation are registered 

trademarks or trademarks of Arm Limited (or its subsidiaries) in the US 

and/or elsewhere. All rights reserved. All other marks featured may be 

trademarks of their respective owners.

www.arm.com/company/policies/trademarks
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